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Abstract: An overview is presented of the role played by structured matrices in the con-
struction of lattice rules for numerical integration. Two methods which make use of
(skew-)circulant matrices are discussed.
The first method is for constructing lattice rules which are exact for trigonometric polyno-
mials up to a certain degree, while the second method optimizes for the worst-case error
in some function space. By using these structured matrices, both methods deliver lattice
rules which would otherwise be impossible to construct.
We also present some practical advice on how to use a lattice rule as a sequence and obtain
an estimate for the integration error. We present a small algorithm to generate the points
from any lattice as a sequence and demonstrate this technique on a numerical example. It
can be observed that this method is a handy tool for anybody wanting to use a lattice rule
without predetermining the number of points to be used.
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1 Introduction to lattice rules

We consider the approximation of multivariate integrals

I[f ] :=

∫

Ω

w(x)f(x) dx

where Ω ⊆ Rs and w(x) ≥ 0, ∀x ∈ Ω, by weighted sums of function values

Q[f ] :=

N∑

j=1

wjf(yj)
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with wj ∈ R and yj ∈ Ω. The points yj and weights wj are chosen independent of the integrand
f . If s = 1 then Q is called a quadrature formula. If s ≥ 2 then Q is called a cubature formula.
Cubature and quadrature formulas are so-called integration rules and are building blocks in many
applications.

One can roughly distinguish two major classes of methods to construct such cubature formulas:
polynomial based methods and number theoretic methods. In the first class one finds methods
to construct cubature formulae that are exact for a set of algebraic or trigonometric polynomials.
The second class contains Monte Carlo and quasi-Monte Carlo methods. As we will show, lattice
rules can be approached in two ways: one can look at them as cubature formulas that are exact
for trigonometric polynomials or one can look at them as a quasi-Monte Carlo method.

It is difficult (time consuming) to construct integration rules, but the result is usually hard
coded in programs or tables, and easy to verify. For a general introduction, we refer to [4].

In this paper we will focus on the approximation of multivariate integrals over the s-dimensional
unit cube

I[f ] :=

∫

[0,1)s
f(x) dx (1)

by a special class of cubature formulas, called lattice rules.

Definition 1. A multiple integration lattice Λ is a subset of Rs which is discrete and closed under
addition and subtraction and which contains Zs as a subset.

Definition 2. A lattice rule is a cubature formula where the N points are the points of a multiple
integration lattice Λ that lie in [0, 1)s and the weights are all equal to 1/N . The set of points in
the lattice rule is thus given by PN := Λ ∩ [0, 1)s.

It is well known that one can express any s-dimensional lattice Λ in terms of only s linearly
independent vectors {a1,a2, . . . ,as}. These vectors are known as generators of Λ. Associated with
the generators is an s × s generator matrix A whose rows are a>1 ,a

>
2 , . . . ,a

>
s . All elements y of

Λ are of the form y =
∑s
i=1 λiai = A>λ for some λ ∈ Zs. One must realize that the generator

matrix is not unique. If A is a generator matrix of Λ, then the same lattice is generated by UA,
where U is any unimodular integer matrix.

A lattice rule Q is an equal weight cubature formula that can be written in the form

Q[f ] =
1

n1n2 · · ·nt

n1∑

j1=1

n2∑

j2=1

· · ·
nt∑

jt=1

f

({
t∑

i=1

jizi
ni

})
, zi ∈ Zs, (2)

where y = {x} is defined as the vector obtained from the fractional parts of each component of x.
Obviously, the number of points N = n1n2 · · ·nt. The same lattice rule Q may have many different
representations of the form (2), using different values of t and other parameters. A lattice rule is
of rank r if it can be expressed in this form with t = r, but cannot be so expressed with t < r. If a
lattice rule of rank r is given in the form (2) then a generator matrix can immediately be written
down: in addition to the r rows z>i /ni one can add any s− r linearly independent vectors of the
form (0, . . . , 0, 1, 0, . . . , 0). Most studied are rank-1 lattice rules, which have the simple form

Q[f ] =
1

N

N∑

j=1

f

({
jz

N

})
. (3)

A very important tool to investigate the error of a lattice rule, is the dual lattice.

Definition 3. The dual of the multiple integration lattice Λ is defined as

Λ⊥ := {h ∈ Zs : h · y ∈ Z,∀y ∈ Λ} .
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The role of structured matrices for the construction of integration lattices 259

In terms of matrices, the dual lattice Λ⊥ may be defined as having generator matrix B =
(A−1)>, with A a generator matrix of Λ. It can be shown that the number of points N , required
by the lattice rule, coincides with |detA|−1 = |detB|.

The dual of an integration lattice plays an important role in the theory of lattice rules because
it can be used to specify an error expansion of the lattice rule Q[f ] in terms of the Fourier coef-

ficients f̂(h) of the integrand function. If f has an absolutely convergent Fourier series then the
approximation error is

Q[f ]− I[f ] =
∑

h∈Λ⊥\{0}
f̂(h). (4)

Knowing this, it is no surprise that in their early days lattice rules were studied for integrating
periodic functions. For more details on the topics introduced above, we refer to [33].

There are some “problems” or misunderstandings associated with lattice rules. Many texts
start with saying that lattice rules are for integrating periodic functions. (Section 2 takes that
point of view.) If one wants to apply them for integrating non-periodic functions, one first needs
a periodizing transformation to make the integrand periodic. However, nowadays more and more
people study lattice rules as just a set of low discrepancy points. (Section 4 takes that point of view.)
Furthermore, most people believe that for every N another rule is needed. Embedded lattice rules,
in the form of copy rules, are not very popular because the number of points increases rapidly.
Recently it became clear that lattice rules can be treated as sequences, with some limitations.
(Section 5, makes that more clear.)

In Section 2, we look at constructions (searches) based on the dual lattice. There the search
space is limited by considering only special structured matrices. That turns out to be essential to
make the search feasible. In Section 4, the search space is essentially limited from the beginning
and the speed is increased by reformulating the search algorithm in terms of structured matrices.

2 Constructions for low dimensions

In this section we will focus on lattice rules for periodic integrands and the quality criteria used
will be exactness for some set of trigonometric polynomials. Typically, with these criteria rules are
only constructed for low dimensions. The reader will soon understand the reason for this.

From the expression for the error (4) one understands that the aim is to have dual lattices
with points “as far away as possible” from the origin. The underlying assumption is that higher
frequency components of the integrand do not contribute so much to the value of the integral.
There are obviously several ways to measure the “distance”. The best known are the Zaremba
index and the trigonometric degree. A few others, e.g., spherical index and hexagonal index, are
used in [8].

Definition 4. The Zaremba index is

ρ(Q) := min
h∈Λ⊥\{0}

h1h2 · · ·hs with hj :=

{
1, if hj = 0,

|hj |, if hj 6= 0.

Definition 5. The trigonometric degree is

d(Q) := min
h∈Λ⊥\{0}




s∑

j=1

|hj |


− 1.

The above definition is equivalent to saying that an s-dimensional lattice rule is of trigonometric
degree d if it integrates exactly all s-dimensional trigonometric polynomials of degree ≤ d. Indeed,
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for a lattice rule to integrate exactly all polynomials of trigonometric degree ≤ d, the right-hand
side of (4) must vanish whenever f is such a polynomial. To avoid the −1 in the definition
of trigonometric degree, it has recently become conventional to work with the enhanced degree
δ := d+ 1.

Results of searches based on the Zaremba index are, e.g., presented in [27, 2, 24, 33, 20]. Results
of recent searches based on the trigonometric degree are presented in [7] (3 and 4 dimensions), [5]
(5 and 6 dimensions), [25] (4 dimensions) and [26] (5 dimensions).

In the early days of lattice rules it was considered too difficult to look for general lattice
rules of the form (2). The search space was drastically reduced by restricting to rank-1 rules
(3), or even to rank-1 simple rules in, e.g., [27, 2]. These are rank-1 rules with at least one of
the components of the single generator vector z equal to 1. The search space is even further
reduced by considering only so-called Korobov rules [17]. These have a generator of the form
z(a) = (1, a, a2 mod N, . . . , as−1 mod N), 1 ≤ a < N . An overview of this type of rules with a link
to LCG’s and the spectral test is presented in [21].

A standard form for the generator matrix, or its dual, helps immediately to identify identical
lattices. For any given dual lattice B, there exists a particular choice for U that will provide a
generator matrix H = UB that is in Hermite normal form. That is an upper triangular matrix
whose elements satisfy

hc,c > 0,
hr,c = 0, if r > c,
hr,c ∈ [0, hc,c), if r < c.

A one-to-one correspondence exists between the set of s-dimensional lattice rules and the set of s×s
matrices in Hermite normal form. This form has been exploited previously to organize searches,
e.g., [23].

In this section we focus on the trigonometric degree. The aim is then to construct lattice
rules with the number of points N as low as possible for the given dimension s and trigonometric
degree d. The cost to verify that a lattice rule has degree d suffers from the curse of dimensionality:
it is proportional to ds. So obviously only “moderate” dimensions are feasible.

In a search, one is not interested in lattices that are geometrically equivalent to the ones that are
already known. Some effort is required to recognize geometrically equivalent lattices. Geometrically
equivalent lattices (or symmetric copies) can be transformed into each other by applying the sym-
metry operations of the unit cube. For a rank-1 rule with N points and generator (z1, z2, . . . , zs),
permuting coordinates and or replacing zj by −zj results in a geometrically equivalent lattice rule.
Avoiding that the costly operation of determining the degree is done again and again for identical
or geometrically equivalent lattices really pays off.

A big search, not making a priori assumptions on the rank of the lattice rules, was undertaken
in [7]. There it is argued that it is reasonable to believe that the lattice Λ of an optimal lattice
rule (i.e., one with the lowest possible number of points) of trigonometric degree d has a dual Λ⊥

with many elements on the boundary of the crosspolytope Ω(s, δ) specified by ‖h‖1 ≤ δ. Lattices
were considered that are generated by s point pairs, each of which belongs to a distinct facet-pair
of Ω(s, δ). This implies a specific sign-pattern on the dual matrix.

Definition 6. The facet-pair F (δ, σ1, σ2, σ3, . . . , σs), where σi = + or −, comprises those h ∈ Zs

satisfying ‖h‖1 = δ, i.e., lying on the surface of Ω(s, δ), and either all hi have the same sign as the
σi or the opposite sign.

A facet-pair of an s-crosspolytope is the s-dimensional generalization of a pair of opposite
2-dimensional faces of a regular 3-dimensional octahedron.

Definition 7. K(s, δ) comprises all s-dimensional lattices which may be generated by s point
pairs, each of which belongs to a distinct facet-pair of the s-crosspolytope Ω(s, δ).
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The role of structured matrices for the construction of integration lattices 261

The enhanced degree of a rule with Λ⊥ ∈ K(s, δ) cannot exceed δ. In general its degree will be
lower. To emphasize that it is not known whether optimal rules belong to the set K(s, δ) or not,
the concept of a K(s, δ)-optimal rule is introduced.

Definition 8. A K(s, δ)-optimal rule is a rule of minimum number of points among those of
enhanced degree δ, whose dual lattice Λ⊥ is in K(s, δ).

When one wants to construct all lattices belonging to K(s, δ), there are
(

2s−1

s

)
combinations

of facet-pairs to consider. Many of these can be discarded because they will lead to rules that
are geometrically equivalent to others. Consider, for example, the 3-dimensional case. Define a
subset of K(3, δ) denoted by K∗(3, δ) which includes only lattices generated by one combination
of facet-pairs

{ b1 ∈ F (δ,+,+,+), b2 ∈ F (δ,+,+,−), b3 ∈ F (δ,+,−,+) }.

One can easily see that all lattices in K(3, δ) have a geometrically equivalent lattice in K∗(3, δ);
it is a matter of rotating the octahedron. So we may restrict our search to K∗(3, δ); instead
of investigating 4 combinations of facet-pairs, one suffices. In 4 dimensions, 4 sets cover all 70
possibilities. In 5 dimensions, 11 sets cover all 4 368 possibilities and in 6 dimensions 131 sets cover
all 906 192 possibilities.

The search for K(s, δ)-optimal lattice rules has a high computational cost, so that for higher
values of δ only subsets of K(s, δ) were treated. Once the sign-pattern is fixed, there are still(
s+δ−1
s−1

)s
= O(δs

2−s) matrices to consider. Initially the search was only done for dimensions 3 and
4. In [26] the same approach was used to construct lattice rules for 5 dimensions, but limited to
low degrees.

In [25] it was observed that some but not all of the 4-dimensional K(s, δ)-optimal lattice rules
in [7] could be generated by a skew-circulant matrix. We say that such lattices rules are skew-
circulant. A skew-circulant matrix is a matrix of the form

SCirc(b) :=




b0 b1 b2 . . . bs−1

−bs−1 b0 b1 . . . bs−2

...
...

...
...

−b2 −b3 −b4 . . . b1
−b1 −b2 −b3 . . . b0



.

A related structured matrix is the circulant matrix. This has the form

Circ(b) :=




b0 b1 b2 . . . bs−1

bs−1 b0 b1 . . . bs−2

...
...

...
...

b2 b3 b4 . . . b1
b1 b2 b3 . . . b0



.

Observe that a circulant and a skew-circulant matrix are completely determined by their first row
b. An interesting property is that the inverse of a (skew-)circulant matrix has the same structure.
Furthermore, the enhanced degree of a skew-circulant lattice rule with SCirc(b) generating the
dual lattice, satisfies δ ≤ ‖b‖1. (The same holds for circulant rules.) If all components of b are
positive integers, then the sign-pattern of the rows of a skew-circulant matrix guarantees that the
generator vectors are on different facets of Ω(s, δ). A nice property is that whenever the dimension
s is odd, a skew-circulant lattice rule has a geometrically equivalent circulant lattice rule.

Restricting the search to the smaller class of skew-circulant lattice rules reduces the number of
matrices to consider to O(δs−1) making this approach feasible in higher dimensions. In [26] this
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was used for 3 and 4 dimensions and in [5] it was extended to 5 and 6 dimensions. Inspired by the
results of the search for δ up to 40, in [5] also sequences of skew-circulant rules were derived. These
provide efficient (not necessarily optimal) rules of an arbitrary degree in 5 and 6 dimensions.

We will give more details about how the search is organized in 5 dimensions. All possible
generator matrices B of a dual lattice are created:

1) Construct b ∈ Z5,∀i : bi ≥ 0 with ‖b‖1 = δ.

2) Modify b with a sign-pattern and build B. For 5 dimensions only 3 sign-patterns have to be
investigated, resulting in one of the following sign-patterns on B:

B1 =




+ + + + +
+ + + + +
+ + + + +
+ + + + +
+ + + + +



, B2 =




− + + + +
+ − + + +
+ + − + +
+ + + − +
+ + + + −



, B3 =




− − + + +
+ − − + +
+ + − − +
+ + + − −
− + + + −



.

Next, each candidate B must be checked to see if it is a generator matrix of a dual lattice corre-
sponding to a lattice rule of enhanced trigonometric degree δ.

Reducing the search space does almost certainly mean a restriction to less optimal solutions.
We give two examples to show the impact on search time and on the quality of the result. The
search for a K(5, 10)-optimal rule presented in [26] consumed about 6 275 cpu-hours ≈ 260 cpu-
days and delivered a lattice rule with N = 1 306 points. The search for a circulant rule presented in
[5] consumed less than 3 seconds and gave a rule with N = 1 322 points, 1.2% above the optimum.
The search for a K(5, 12)-optimal rule presented in [26] was aborted after consuming 347 629 cpu-
hours ≈ 40 cpu-years (15% of the search was completed). The best result obtained is a lattice rule
with N = 3 200 points. In ±3 seconds a circulant rule with N = 3 844 is obtained. Its number of
points is 20% above the best known result.

As a conclusion for this section, we can say that systematic searches for optimal lattice rules
(no matter how “optimal” is defined) inherently have a severe cost. One can extend the limits
of what is possible, by restricting the search space. The drawback is of course that by reducing
the population which is searched one does not necessarily obtain the lattice rule with the lowest
possible number of points. Even with increasing speed of computers, this approach will always be
restricted to low dimensions (where the definition of low dimensional will only slightly change with
time).

3 Interludium: Reproducing kernels

Although it is not mentioned in the previous section, a concept that played an important role in
theoretical developments about cubature formulas of trigonometric degree is that of the reproducing
kernel. It was not mentioned in the previous section because for constructing rules, it turned out
to be only useful in two dimensions, or for very low degrees. It plays a more important role in the
component-by-component constructions in the next section. In this short section we will introduce
it, and mention some of the theoretical achievements made with it.

We define an inner product (φ, ψ) := I[φ·ψ] and corresponding norm ‖φ‖ :=
√

(φ, φ), where φ is
the complex conjugate of φ. Now let F be a subspace of a vector space V and choose φ1, φ2, . . . ∈ F
so that they form an orthonormal sequence, i.e., (φi, φj) = 0, ∀j < i, and ‖φi‖ = 1. With
t := dim(F) we define

K(x,y) :=
t∑

j=1

φj(x) · φj(y).
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Definition 9. K is a reproducing kernel in the space F if

f(a) = (f(x),K(x,a)) =

t∑

j=1

φj(a) · I[f(x)φj(x)], for ∀f ∈ F and ∀a ∈ [0, 1)s.

If V is a space of algebraic or trigonometric polynomials and F the space of polynomials with
degree at most k then K(x,y) is a polynomial in 2s variables of degree ≤ 2k. Note that the
trigonometric monomials form an orthonormal sequence and thus

K(x,y) =
∑

k∈Λd

e2πik·(x−y) with Λd =

{
k ∈ Zs : 0 ≤

s∑

`=1

|k`| ≤
⌊
d

2

⌋}
.

A simplifying aspect of the trigonometric case is that the reproducing kernel is shift-invariant.
That is it can be expressed as a function of x− y. We set

K(x,y) = K(x− y) with K(x) =
∑

k∈Λd

e2πik·x.

Definition 10. A kernel is shift-invariant if

K(x,y) = K({x + ∆}, {y + ∆}), for ∀x,y,∆ ∈ [0, 1)s.

Reproducing kernels in the space of trigonometric polynomials were used to derive lower bounds
for the number of points in cubature formula to obtain a certain trigonometric degree; see [29, 28].
They were also used to establish that minimal cubature formulas, i.e. formulas attaining the lower
bound for the number of points, are equal weight rules, making the connection with lattice rules
[1]. Indeed, not all minimal cubature formulas of trigonometric degree are lattice rules. In [9] it is
shown that there are for each odd degree an infinite number of cubature formulas with the minimal
number of points, only few of these are lattice rules. A brief survey on minimal cubature formulas
is included in both [4] and [22].

4 Constructions for high dimensions

Until recently lattice rules were rarely considered for really high dimensional integrals. This sit-
uation has changed with the introduction of the so-called component-by-component construction,
see e.g. [36, 35, 18]. In such a construction algorithm the components of the generator (z1, z2, . . .)
of a rank-1 lattice are chosen in succession or component-by-component. In this way the lattice
rule is naturally extensible in the dimension.

The component-by-component algorithm is cast in a reproducing kernel Hilbert space as set
forward in the previous section. In fact, the introduction of the algorithm in [36] uses a space with
trigonometric polynomials as its basis:

Definition 11. The Korobov space with integer smoothness parameter α > 1 is the space of
periodic functions over [0, 1)s with reproducing kernel

K(x) =
∑

h∈Zs

e2πih·x

(h1h2 · · ·hs)α
=

s∏

j=1


1 +

∑

hj∈Z\{0}

e2πihjxj

|hj |α


 .

Such a Korobov space is the tensor-product space of periodic functions for which the Fourier
coefficients decay sufficiently fast as 1/|h|. Usually the parameter α is taken to be 2, that is
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the smallest value possible, leading to the largest Korobov space (since a space with α′ > α is
embedded in the space for α). For this particular choice α = 2, and for all even α ≥ 2, the infinite
sum can be rewritten in terms of a Bernoulli polynomial:

∑

hj∈Z\{0}

e2πihjxj

|hj |α
= cαBα(xj), where cα :=

(2π)α

(−1)α/2−1α!
.

In finding the components of the generator one minimizes the worst-case error for functions
f ∈ F which lay in the unit ball, that is ‖f‖ ≤ 1.

Definition 12. The worst-case error of an equal weight N -point cubature formula Q, with points
yk, for all functions f ∈ F, with F a reproducing kernel Hilbert space with shift-invariant kernel
K and ‖f‖ ≤ 1, is given by

eN (Q,K) := sup
f∈F
‖f‖≤1

|Q[f ]− I[f ]| =
(
−1 +

1

N

N∑

k=1

K(yk)

)1/2

. (5)

We remark that the worst-case error for such a Korobov space is identical to the classical lattice
rule measure

Pα(Λ) := |Q[ξα,PN ]− I[ξα,PN ]| =
∑

h∈Λ⊥\{0}
ξ̂α,PN (h) =

∑

h∈Λ⊥\{0}

1

(h1h2 · · ·hs)α

where ξ̂α,PN (h) are the Fourier coefficients of the worst-case integrand function ξα,PN , in this space
and for this lattice rule Λ with point set PN , and thus Pα(Λ) is its error, cf. (4).

Of course there exists a whole “family” of worst-case integrand functions, all being multiples
of ξα,PN and thus increasing or decreasing the norm of this function. Using Cauchy-Schwartz this
naturally leads to a version of the famous Koksma-Hlawka error bound cast for reproducing kernel
Hilbert spaces; see, e.g., [14]:

|Q[f ]− I[f ]| = |(f, ξα,PN )| ≤ ‖f‖ ‖ξα,PN ‖, ∀f ∈ F. (6)

This bound teaches us that the error for some function f ∈ F is dependent on the “variation” of
the function, represented by the norm of f , and on the “discrepancy” of the point set, represented
by the norm of the worst-case integrand function. Unfortunately this bound is rather useless in
practice since calculating the variation of the integrand is a problem which is at least as hard as
calculating the integral. Moreover the bound is mostly a huge overestimate and in practice the
integrand function does not live in the function space. The Koksma-Hlawka bound only confirms
that the quality of the point set is an important factor.

We now return to the component-by-component construction, mentioned at the start of this
section. This proceeds in a sequence of distinct steps. Since in step s we want to pick the “best”
value for zs with respect to (5), we have to calculate this worst-case error for all possible choices.
That is, calculate

eN (z1, z2, . . . , zs) =


−1 +

1

N

N∑

k=1

s∏

j=1

(
1 + cαBα

({
kzj
N

}))


1/2

(7)

for every choice zs considered. These choices are further limited to the set

UN := {v ∈ ZN : gcd(v,N) = 1}
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so that every 1-dimensional projection still has N points. By splitting off the old products (j =
1, . . . , s− 1) we can vectorize (7) as

e2
N,s = −1 + 1

N KN ps−1,

by introducing a matrix KN and a vector p as

KN :=

(
K
({

kz

N

}))

z∈UN
k∈ZN

, ps(k) := ps−1(k)K
({

kzs
N

})
, with p0(k) := 1. (8)

This matrix KN we just defined can be reordered to consist of nested block circulant matrices,
for which a fast matrix-vector product exists. This is worked out in detail in [30] for the case N
prime and extended to composite N in [31]. Remember from Section 2 that a circulant matrix
is completely determined by its first row (or equivalently by its first column). Such a circulant
matrix can be diagonalized by discrete Fourier transforms, where the eigenvalues are given by the
discrete Fourier transform of its first column (see e.g. [12]).

Lemma 1. Multiplication with a circulant matrix Cn of size n× n can be done as

Cnx = F−1
n diag(Fnc)Fnx,

in time O(n log n) using fast Fourier transforms. Here c is the first column of Cn, and Fn =
[e−2πik`/n]k,` and F−1

n = n−1[e2πik`/n]k,` are the discrete Fourier transform of size n and its
inverse.

Note that it is always possible to obtain a fast Fourier transform for any n, also when n is a
large prime, although the technique is radically different from the (mixed) radix algorithms for
highly composite numbers. In fact, a similar procedure is used as for the fast Fourier transform
for n prime, due to Rader [32], to convert the matrix KN , for N prime, into a circulant form.
Consider the indices z ∈ UN and k ∈ ZN in natural ordering for the original matrix (8), as this is
also the ordering which follows naturally from the formula for the worst-case error, see (7). It is
now possible to permute this ordering into a better one. Since the lattice points can be written as

yk =

{
zk

N

}
=

zk mod N

N
, and thus yk,j =

zjk mod N

N
,

and the matrix KN defined in (8) consists of the kernel function K evaluated at these points, the
structure induced by the modulo N operation can be used to permute KN into circulant form.

Consider for example the easy case of N prime, then the set UN = {1, . . . , N − 1} and under
multiplication modulo N this set is a cyclic group. So given a generator g, the elements can be
listed by powers of this generator {gk mod N : 0 ≤ k < φ(N)}, where φ is the Euler totient
function, which for N prime is simply φ(N) = N − 1. The Rader factorization is now easily
explained: consider the matrix KN with the elements from UN and ZN in natural ordering, then
permute the rows of KN in generator ordering while permuting the columns in negative powers of
the same generator. So we get a φ(N)× φ(N) submatrix homomorph to

(
gi−j mod φ(N) mod N

)
i=0,...,φ(N)−1
j=0,...,φ(N)−1

which has the structure of a cyclic convolution matrix, i.e., this is a circulant matrix. Since
only permutations were used, this factorization can be applied anytime when a matrix-vector
multiplication with a matrix KN , for an arbitrary kernel function K, has to be calculated.
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In the above explanation we more or less forgot about the 0 ∈ ZN in our original matrix. For
non-prime N there are more and more numbers which are in ZN but not in UN , but it happens that
the complete matrix can be brought in a nested block circulant form by considering the partitions

ZN =
⋃

d|N
dUN ,

see [31] for the details. In the above example the only divisors of N for N prime are 1 and N . The
part we already discussed was for the divisor 1. The divisor N gives a constant column (which
could be interpreted as a stacking of N − 1 circulant matrices of size 1× 1). For more general N
the other divisors give raise to nested block circulant matrices. But in all these cases the matrix
vector product can be done in a fast way.

The component-by-component construction algorithm repeats this matrix-vector multiplication
for each component and this brings the time complexity for the construction of a rank-1 lattice rule
with N points in s dimensions to O(sN logN), while having a rather modest memory complexity of
O(N). This fast construction algorithm provides us with lattice rules for thousands of dimensions
and millions of points in a reasonable amount of time. E.g. in [30] actual timings showed that the
fast algorithm needs less than 10 minutes to construct a lattice rule with a prime number of points
close to 108 in 20 dimensions.

Up till now only function spaces of periodic functions were considered. This actually has a
technical reason: such a periodic function space has a shift-invariant reproducing kernel, as defined
in Section 3. The fast construction algorithm just explained can not be applied if the kernel would
fail to be shift-invariant. However in [35] a non-periodic function space is considered by studying
randomly shifted lattice rules.

Definition 13. A randomly shifted rank-1 lattice rule consists of q independent uniform random
shifts of an N -point rank-1 lattice point set PN . The complete point set is then given by

Pq,N :=

q⋃

`=1

(PN + ∆`) mod 1, with ∆1, . . . ,∆q ∈ U([0, 1)s),

and with PN + ∆` mod 1 we mean to shift each point in PN by the shift ∆` and then take the
fractional parts of the components of the shifted points.

Given a kernel K(x,y) a shift-invariant kernel can be obtained

K?(x,y) :=

∫

[0,1)s
K({x + ∆}, {y + ∆}) d∆.

This shift-invariant kernel defines a related function space with a worst-case error êN which can
be calculated in a fast way. The squared worst-case error is the expected squared worst-case error
of the shifted rule in the original space, i.e., E[e2

N (z)] = ê2
N (z).

Using such a randomly shifted lattice rule with N points and q shifts, actually means that we
are using qN points in total, since now I[f ] is approximated by

Qq,N [f ] :=
1

q

q∑

`=1

Q
(`)
N [f ] =

1

q

q∑

`=1

1

N

N∑

k=1

f({yk + ∆`}).

The big advantage however is that this also delivers a statistical error estimate instead of the
impractical Koksma-Hlawka error bound (6). In fact

E[e2
q,N (z)] =

1

q
ê2
N (z),
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see e.g. [35, 21], indeed meaning that for q shifts an additional convergence of O(q−1/2) on the
individual errors can be expected. By calculating the standard error ŝ, a (1 − 1/τ 2)-confidence
interval, τ > 1, for the true value of the integral can be obtained as

Qq,N [f ] ± τ ŝ, where ŝ =

(
1

q(q − 1)

q∑

`=1

(
Q

(`)
N [f ]−Qq,N [f ]

)2
)1/2

.

We can only close this section with the following note: Most of the literature about component-
by-component construction is focussed on achieving the optimal rate of convergence (and not on
the actual construction which this text is about), and there is only good news about it. In [18]
it is proven that component-by-component construction achieves the optimal rates of convergence
for both weighted Korobov and weighted Sobolev spaces, respectively being O(N−α/2+ε), where
α > 1, and O(N−1+ε), for some ε > 1. With the machinery of fast construction [30, 31], these
methods can now be applied to real-world problems. The only thing left out of our discussion is
the “weighted” part in the names of these function spaces, which we must stress are an essential
part of the proofs, since some weightings can make the problem intractable. A lot of attention
then also goes into studying weighted function spaces, see [34, 10, 11]. A nice overview of the
complexity part of the story can be found in [19].

5 An example of usage

5.1 Using a lattice as a sequence

Consider for a moment a rank-1 lattice rule point set with bm points, denoted by Pbm , then it is
not so hard to see that such a rule contains b shifts of a lattice rule with bm−1 points

Pbm =
b−1⋃

k0=0

(
Pbm−1 +

k0z

bm

)
mod 1 =

b−1⋃

k0=0

b−1⋃

k1=0

(
Pm−2 +

k1z

bm−1
+
k0z

bm

)
mod 1,

and so on. We thus have an embedded lattice rule for which Pb0 ⊂ Pb1 ⊂ · · · ⊂ Pbm . In using such
a lattice point set Pbm we would obviously benefit if we could first generate Pb0 , then add points
to get Pb1 , and so on, until we reach our maximum number of points.

This contradicts the common view people have of lattice rules: namely to use one rule for a
fixed number of points, and if they would conclude more points are needed, then use a completely
new lattice rule with more points. The scheme given in the previous paragraph already allows (in
an easy way) to generate sublattices of one big lattice, and stop at any time wished for. This point
of view is advocated in some recent papers, all concerned with truly extensible lattice rules, both
in dimension and in the number of points, see [15, 16, 6]. In [15, 6] care is taken to construct good
lattice rules for each of the powers b` with ` limited by some range. Even more, these papers also
suggest a method to generate the points as a sequence, one point at a time.

Here we will take a more relaxed view in treating any given lattice rule as a sequence. In doing
so, we sacrifice hard guarantees on the convergence in favor of almost complete flexibility in the
choice of lattice rule. This also means that we do not specify in advance the number of points to
be used (that is as long as it does not exceed the total number of points in the lattice rule). Using
the lattice as a randomly shifted lattice rule, as was explained in the previous section, still gives a
useful statistical estimate of the error, justifying the blind usage of a lattice as a sequence. Using
this method on lattices constructed in line with the principles in [6] and [15] of course does provide
guarantees.
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To generate the points in a different order than the natural ordering, define a permutation ϕ
from ZN to ZN and obtain the kth point as

xk =

{
ϕ(k) z

N

}
.

If the lattice rule has N = bm points then one can immediately use the radical inverse function in
base b for the quantities ϕ(k)/N . This is the view taken in [15, 16] to define extensible/embedded
lattice rules.

Definition 14. The radical inverse function in base b transforms an integer k, written in base b
as (km−1 . . . k0)b so that k =

∑m−1
`=0 k`b

`, to a fraction in [0, 1) as φb(k) = (0.k0k1 . . . km−1)b =∑m−1
`=0 k`b

−(`+1).

The radical inverse function can be interpreted as mirroring the digits in base b around the
radix point. This certifies that every 1-dimensional projection of the point set actually is a low
discrepancy sequence. Oversimplified: by using the radical inverse function we have the effect that
two consecutive points will lie as far apart as possible in each component of these lattice points.
We can state the following lemma.

Lemma 2. It is the responsibility of the generator z to have a good s-dimensional distribution,
but the ordering of the permutation ϕ on the k-indices is able to deliver a balanced usage of the
points, in a step-by-step manner.

Instead of using the radical inverse function, it is more practical to use a very similar sequence
based on (a certain generalization of) the Gray code sequence in base b.

Definition 15. The numbers in Zbm are ordered in a generalized Gray code sequence in base b if
the difference between two consecutive numbers in base b is one digit at one position only.

As is usual in the quasi-Monte Carlo world we take the following definition for the Gray code
Gb(k) of an integer k in base b (see e.g. [37])

Gb(k) = Gb(k − 1)⊕b bc(k), or equivalently Gb(k) = k 	b (k �b 1),

where ⊕b is bitwise addition modulo b and c(k) is the position in which the one bit difference is
in effect (and likewise 	b is bitwise subtraction modulo b and �b is a bitshift to the right in base
b). (Note that the ‘bits’ here mean b-ary digits.) The position c(k) is then given by the rightmost
bit in k which differs from b− 1 (and which is easy to calculate). (Unlike the classical Gray code,
this is not a reflection code.)

The actual sequence used, also replaces ϕ(k)/N by a radical inverse in base b of the kth Gray
code number in base b. Nevertheless this is easier than straightforward radical inverse since the
next ϕ(k+1)/N can be generated by changing one bit at the position for b−(c(k)+1) in the previously
calculated ϕ(k)/N and thus the actual radical inversion can be avoided. This technique was first
used to generate Sobol’ points, see e.g. [3], and is now applied for generating different digital
sequences where previously the radical inverse function was used.

The number ϕ(k)/N is of course not stored as a floating point value, but as an integer scaled by
bm (among others rounding problems could occur for b 6= 2). So suppose g = Gb(k) = (gm−1 . . . g0)b
then the radical inverse Gray code is given as Gb−1(k) = (0.g0 . . . gm−1)b and in actual code we
would compute

k′ = bmGb−1(k) = bmGb−1(k − 1)⊕b bm−(c(k)+1), and then yk =

{
k′z
N

}
.
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We just demonstrated a method to use a lattice with bm points as a (finite) sequence. What
about lattice rules where the number of points N is not a power of some prime? For a composite
N which has small prime factors, a mixed radix Gray code could be used to obtain the same effect.
For large prime factors this becomes less useful, and for N prime the Gray code sequence has no
effect. We therefore prefer to use a simple acceptance rejection strategy while using a Gray code
sequence for a small prime base. The algorithm is listed below.

1) Initialize by choosing b and m for which N ≤ bm and setting k ← 0 and k′ ← 0

2) When asked to generate the next point

a) Repeat

i) Find c(k), the right most bit in k which differs from b− 1

ii) k′ ← bmGb−1(k) = k′ ⊕b bm−(c(k)+1)

iii) k ← k + 1

Until k′ < N

b) Return the point
{
k′z
N

}

An observing reader will have noticed that we start our sequence with 1 instead of 0, but this
is just to keep the algorithm simple, not because we would leave the lattice point 0 out of the
sequence.

5.2 A numerical example

One place where multivariate integrals appear is in statistics where one wants to estimate the
parameters of some assumed model by means of a maximum likelihood method. In such a problem,
approximating the integral is at the inside of the optimization loop, and so gets executed many
times. We present here such a prototype integral, borrowed from [13],

T =

∫

Rs

1

1 + exp
(
−∑s

j=1 θj

) Ns(θ;−β,Σ) dθ ,

where Ns(θ;−β,Σ) is the multivariate normal distribution in θ with mean −β and covariance
matrix Σ. (For verification purposes this integral can easily be transformed into a 1-dimensional
integral.) The integration region Rs is transformed into the unit cube using the inverse of the
cumulative normal distribution and a principal component analysis (PCA) factorization of Σ.

We will solve this integral in 5 dimensions, and choose to calculate this for β = (1, 1, 1, 1, 1)>

and a covariance matrix

Σi,j =

{
σiσj = σ2

i , if i = j,

ρ σiσj , if i 6= j,

where σ = (2.0, 1.5, 1.0, 0.5, 0.3)> and correlation ρ = 0.3.
We used one lattice rule with trigonometric degree 37 and N = 1 044 808 points and one lattice

rule constructed component-by-component optimized for order 2 interactions with N = 220 =
1 048 576 points. Using the technique of randomly shifted lattice rules, where we used q = 10
shifts, we plotted the estimated standard error in Figure 1.

From the plots it can be seen that both lattice rules have a comparable performance and that
there is indeed no reason not to use a lattice rule as a sequence. The lattice rule in the left plot
has a number of points which in factorized form is N = 23 × 61× 2141 while the one on the right
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Figure 1: Actual convergence of the estimated standard error for T with q = 10 replications (so
the actual number of points is times 10). Left: using a lattice rule with trigonometric degree 37
constructed with methods described in Section 2. Right: using a lattice sequence optimized for
order 2 interactions, constructed component-by-component as described in Section 4. Both lattices
are used as a sequence, described in Section 5.1. The dotted lines are O(1/N) (the optimal rate
of convergence) and O(1/

√
N) (the Monte Carlo rate of convergence).

has a number of points N = 220. Although the lattice rule on the left was not constructed with
sequence usage in mind, it performs reasonably well, and through the usage of the standard error
the user is able to get an idea of its performance. The lattice rule on the right was optimized for
2`, ` = 10, . . . , 20 points. At intermediate powers, the points form a lattice rule.

6 Conclusion

In this paper we gave an overview on the theoretical basis of lattice rules and described two
explicit methods for constructing them. Both of these methods deliver practical lattice rules by
exploiting properties of (skew-)circulant matrices, which otherwise could not have been obtained.
The construction method for lattice rules which have an exact trigonometric degree suffers from
the curse of dimensionality, but reducing the search space in an intelligent way delivers useful
results in intermediate dimensions. The component-by-component construction also restricts its
search space (to rank-1 rules) and uses tensor-product reproducing kernel Hilbert spaces to obtain
a construction method which is extensible in the dimension. By exploiting the circulant matrices
the construction has become very fast, both for a large number of points and dimensions.

In the last section we showed how to use these lattice rules for practical problems by using
the lattice rule as a sequence while at the same time obtaining an estimate for the error by using
random shifts. Finally we would like to express our hope that some readers may be able to apply
lattice rules in practical problems and report their experiences, in this way contributing to a
growing literature on lattice rule construction and implementation.
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