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Abstract: Nonlinear algebraic equations (NAEs) occur routinely in many scientific and
engineering problems. The process of solving these NAEs involves many challenges, from
finding a suitable initial guess to choosing an appropriate convergence criterion. In practice,
Newton’s method is the most widely used robust, general-purpose method for solving
systems of NAEs. Many variants of Newton’s method exist. However, it is generally
impossible to know a priori which variant of Newton’s method will be effective for a given
problem. Moreover, the user usually has little control over many aspects of a software
library for solving NAEs. For example, the user may not be able to specify easily a
particular linear system solver for the Newton direction. This paper describes a problemsolving environment (PSE) called pythNon for solving systems of NAEs. In pythNon, users
have direct and convenient access to many aspects of the solution process not ordinarily
available in publicly available numerical software libraries. Consequently, the framework
provided by pythNon facilitates a much wider exploration of strategies for solving NAEs
than is otherwise presently possible. We give some examples to show how pythNon can be
used.
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1

Introduction

Systems of nonlinear algebraic equations (NAEs) routinely arise in many scientific and engineering
problems. For example, the discretization of boundary-value problems in ordinary differential
equations (ODEs) leads to systems of NAEs [3]; the solution of differential-algebraic equations
or stiff initial-value problems (IVPs) in ODEs (or delay differential equations) generally requires
the solution of a system of NAEs at each time step [4]; approximations of steady-state solutions
to physical systems described by ODEs or elliptic partial differential equations (PDEs) are the
solutions to NAEs [22].
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The process of solving NAEs is rich enough that it deserves its own problem-solving environment
(PSE). In this paper, we describe a PSE called pythNon that provides many computational facilities
for studying the effects of different strategies for solving systems of NAEs numerically. Instead of
building on an existing PSE, we created a specialized PSE specifically for the numerical solution
of NAEs with the intent of allowing the integration of pythNon into other PSEs. For example, a
PSE for the numerical solution of IVPs in ODEs might use pythNon to solve systems of NAEs in
an implicit time integration method.
The pythNon PSE shares many of the objectives of the pyMDO framework [1] for multi-disciplinary
optimization in aero-structure design and analysis. Both software packages are written in the
Python programming language, they are both designed to enable the use of existing libraries from
within themselves, and they both allow the user to rapidly prototype code and experiment by trialand-error. Accordingly pythNon should be viewed as an environment (or framework) for solving
NAEs and not simply as a numerical software library. Like Matlab, pythNon is not meant to
be somehow superior at solving any given class of problems over existing libraries. Rather it is
meant to facilitate insight into the problem-solving process by giving easy access to aspects of the
algorithms that are not normally accessible. Because the target problem class for pythNon (NAEs)
is quite specialized, pythNon is able to facilitate a much wider exploration of strategies for solving
NAEs than is otherwise presently possible.
We denote a system of NAEs by
F(x) = 0,
(1)
where F : <m → <m is a nonlinear function, x ∈ <m is the vector of unknowns, and 0 is a vector
of zeros. F(x) is often called the residual. In practice, Newton’s method is the most widely used
robust, general-purpose method for solving systems of NAEs [32, 4]. Given an initial guess x (0) ,
the classical version of Newton’s method for approximating a desired solution x to (1) is formally
defined by the iteration
(n)
x(n+1) = x(n) − J−1
)F(x(n) ), n = 0, 1, 2, . . . ,
F (x

(2)

where x(n) is the nth approximation to the solution of (1), and JF (x(n) ) is the Jacobian matrix of
F(x) evaluated at x(n) . Inversion of the Jacobian matrix is not performed in practice; rather (2)
is implemented via solution of the following system of linear equations at each iteration:
JF (x(n) )d(n) = −F(x(n) ),

(3a)

x(n+1) = x(n) + d(n) ,

(3b)

followed by the update
where d(n) is called the Newton direction.
To implement and evaluate the effectiveness of different strategies for solving systems of NAEs,
we have built a PSE called pythNon that provides many of the computational facilities necessary
for studying different variants of Newton’s method. It provides the researcher, teacher, or student
with a flexible environment for rapid prototyping and numerical experiments. The remainder of
the paper proceeds as follows. Section 2 describes the basic design and usage of pythNon. Section
3 illustrates more advanced usage by means of an example.

2

Software Design and Features

Users can directly influence the solution process on many levels in pythNon. For example, users may
specify the termination criterion, the method for solving systems of linear equations (3a), and the
globalization strategy. NAEs and variants of Newton’s method may be defined through a text file
or a graphical user interface (GUI). Users may exploit standard (default) settings without having
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to specify each level of the solution process. Moreover, pythNon has a test suite of benchmark
problems for the automated assessment of new and/or different variants of Newton’s method.
2.1

Solving NAEs in pythNon

The pythNon PSE is written in the Python programming language. Python is becoming increasingly popular in the scientific computing community. Because Python is an interpreted language
with a concise syntax, the resulting programs can be easy to read and understand. Similar to the
Matlab PSE, pythNon can be run in interactive mode using the Python interpreter. This mode
allows the user to test small pieces of code easily and experiment by trial-and-error [1].
To give a basic illustration of the usage of pythNon, we now show how to solve the following
simple system of NAEs,
F1 (x) =
F2 (x) =

x21 − x2 + 0.25,
−x1 + x22 + 0.25,

(4a)
(4b)

with an initial guess x(0) = 0. To solve this problem using pythNon, we would write the following
program in the interactive mode or to a text file.
# Load pythNon
import pythNon
# Initialize the Solver Dictionary
info = {}
# Define the nonlinear function
def f(x, residual):
residual[0] = x[0]**2 - x[1] + 0.25
residual[1] = -x[0] + x[1]**2 + 0.25
info[’function’] = f
# Define the initial guess
info[’initial_guess’] = zeros(2)
# Set up a pythNon controller
controller = pythNon.Controller(info)
# Run the pythNon controller and print result
solution = controller.Solve()[’x’]
print solution
This simple program first initializes the Solver Dictionary module, which is the central data structure where all the information for the problem solution is stored. Then it defines the problem itself
by providing both the nonlinear residual function F and the initial iterate x (0) . Then it sets up a
pythNon controller, i.e., an instance of the pythNon solver. Finally, it runs the pythNon controller
to solve the problem and prints the solution obtained:
[0.49930481 0.49930481]
The simple program above shows that the minimum required input for solving a system of
NAEs in pythNon consists of the nonlinear residual function and the initial iterate. In other words,
pythNon provides a set of predefined (default) settings of a Newton variant, including termination
criterion, method for computing the Newton direction d(n) , and globalization strategy.
To change the solver settings, the user may define a text file for pythNon to read in. For
example, the following commands change the method for solving the linear systems (3a) from the
default direct method to the default iterative method (GMRES) for approximating the Newton
direction d(n) and sets both absolute and relative tolerances to 10−12 :
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absolute tolerance = 1e-12
relative tolerance = 1e-12
method = iterative
Again, we note that pythNon provides standard (default) settings where applicable; the user does
not need to specifically define each solver setting. Table 1 shows some of the predefined settings
in pythNon.
2.2

Automated Test Suite

Testing is a key process to help the user to assess solutions and variant performance (e.g., CPU time)
produced by pythNon. It also increases the level of confidence in the effectiveness and robustness
of the Newton variant used. For example, by creating a test suite of benchmark problems, the
user can formulate new or different variants of Newton’s method and verify the solutions with the
test suite. At present the test suite has 13 problems taken from various sources in the literature,
including [27, 24, 2].
The pythNon PSE has been designed to make it easy to explore a wide variety of strategies for
solving NAEs. A difficulty with testing is thus that the number of test problems and configurations
of pythNon can be large. Repeated manual testing can be slow, laborious, and error prone. To
alleviate these problems, a common practice of testing is to maintain an automated test suite [8].
The automated test suite in pythNon runs some tests and automatically compares the results with
reference solutions if provided by the user. The test is successful if the differences of the solutions
are deemed to be acceptably small. Otherwise, the user can re-configure pythNon and run the test
again.
2.3

Public Domain Numerical Software Libraries

A variety of numerical software libraries such as MINPACK [5], NITSOL [30], NKSOL [10], KINSOL [36], NOX [28] (the Trilinos library [23]), and PETSc (the SNES library) [6, 7] are available to
solve systems of NAEs. These libraries come with some predefined variants of Newton’s method.
They are typically delivered as highly optimized software libraries for large-scale simulations with
massive amounts of data in high-performance computing facilities1 . Thus, unlike the general philosophy of PSEs including pythNon, performance is more important than the convenience and
flexibility to experiment with solution methods and strategies. Moreover, these libraries typically
do not share the same interface or file format; thus switching from one variant of Newton’s method
effectively means switching from one library to another. It is even more troubling for the typical
user to have to extend the functionality of Newton’s method in one library when such functionality
already exists in another. Table 2 lists the variants of Newton’s method available from numerical
software libraries in the public domain. We exclude the NKSOL library in the comparison because
it has been superseded by the KINSOL library. We also note that pythNon efficiently evaluates
banded Jacobians by finite differences using the algorithm originally suggested in [13] and that
Jacobian approximations are maintained in MINPACK by Broyden updating [11]. The LU decompositions in Table 2 take advantage of banded Jacobians where appropriate; otherwise dense
linear algebra routines are used. The pythNon PSE offers a framework in which it is easy to explore
new or different strategies for solving systems of NAEs. Naturally it also includes many of the
common methods and strategies available in the public domain software libraries, but in principle,
any of the libraries mentioned could be used directly from within the pythNon environment.
1 The notable exception is MINPACK, which uses only dense linear algebra routines and hence is intended for
only small to medium-sized systems of NAEs.
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Table 1: Some predefined settings in pythNon.
Settings

Available options

Default settings

Absolute tolerance

>0

10−6

Relative tolerance

>0

10−3

Maximum number of
Newton iterations

≥1

40

How to compute d(n)

Direct, iterative

Direct

Globalization strategy

backtracking

backtracking

Computing Jacobian

Finite difference, userdefined Jacobian

Finite difference

Decomposition

LU, LLT , QR, SVD

LU

Storage type

Dense, banded

Dense

Modified
Newton
method, Shamanskii’s
method [34, 24]

Shamanskii’s
method [34, 24]

Method
for
approximating d(n)

GMRES, BiCGSTAB,
TFQMR

GMRES

Forcing-term strategy

User-defined constant,
methods from [12], [15],
[10], [17], [2], [21]

Second
strategy
from Eisenstat and
Walker [17]

Maximum number of
linear iterations

≥1

40

Maximum step length
λmax

0 < λmax ≤ 1

1

Method for choosing
step length

minimize
quadratic
interpolant of merit
function [16]

minimize
quadratic
interpolant of merit
function [16]

Step
acceptability
criterion

Armijo’s rule

Armijo’s rule

General

Direct methods

Jacobian
strategy

updating

Iterative methods

Globalization strategy
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Table 2: Newton variants in pythNon and public domain numerical libraries.
Options

pythNon

MINPACK

NITSOL

KINSOL

NOX

PETSc

Termination
Criterion

Userdefinable

Fixed

Fixed

Fixed

Userdefinable

Userdefinable

Forcing-term
Strategy

Methods of N/A
[12],
[15],
[10], [17], [2],
[21];
userdefinable

Eisenstat
and
Walker [17]

Eisenstat
and
Walker [17]

Eisenstat
and
Walker [17]

Eisenstat
and
Walker [17]

Globalization Line search, Trust region
strategy
userdefinable

Line search

Line search

Line search, Line search,
trust region
trust region

Computing
Jacobian

Finite
difference,
userdefinable

N/A

Finite
difference,
userdefinable

Finite
difference,
AD,
userdefinable

Finite
difference,
AD,
userdefinable

Jacobian
factorization

LU,
QR, QR
Cholesky,
SVD, userdefinable

N/A

LU

LU,
QR,
Cholesky,
SVD, userdefinable

LU,
QR,
Cholesky,
SVD, userdefinable

Jacobian
updating
strategy

Modified
Broyden
Newton,
Shamanskii
[34, 24], userdefinable

N/A

Modified
Newton
method

Modified
Newton
method

Modified
Newton
method

Computing
Jacobianvector
product

Finitedifference,
userdefinable

N/A

Finitedifference,
userdefinable

Finitedifference,
userdefinable

Finitedifference,
userdefinable

Finitedifference,
userdefinable

N/A

GMRES,
BiCGSTAB,
TFQMR

GMRES,
BiCGSTAB,
TFQMR

GMRES,
BiCGSTAB,
TFQMR,
userdefinable

GMRES,
BiCGSTAB,
TFQMR,
userdefinable.

Iterative
GMRES,
method
to BiCGSTAB,
compute d(n) TFQMR,
userdefinable

Finite
difference,
userdefinable
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2.4

Architecture and Design

The overall structure of pythNon adopts the layered model of software architecture [20]. In the top
layer, the pythNon GUI provides the user with an interactive interface to define a problem, specify
the solution process, and display execution statistics such as solution accuracy and CPU time of
pythNon solvers. In the second layer, the pythNon Controller processes the problem and solution
specification, generates instances of a pythNon solver, and computes solutions. In the third layer,
SciPy [33] provides the underlying linear algebra package for solving linear systems of equations
and gives access to a wide variety of numerical libraries, such as BLAS [9] and LAPACK [26], for
performing linear algebra operations and FFTW [19] for performing fast Fourier transform. In the
bottom layer, the Python Standard Library [38] contains extensive and well-designed libraries for
things such as text processing and system programming.
The layered approach supports the incremental development of pythNon. As a new layer is
developed, e.g., a platform that supports parallel computing, the services provided by this layer
may be made available to the bottom layer. This architecture is also changeable and portable [35].
For example, the pythNon Controller layer can be replaced by another layer, such as a different
software package for solving NAEs. As each layer only depends on its lower layer, it is possible to
provide multi-platform implementations of pythNon [35]. That is, only the bottom layer needs to
be changed to take account of the facilities of a different operating system or computer architecture.
One caveat of using the layered approach is that performance may suffer if a service request has
to be interpreted several times in different layers before it is processed, e.g., loading and saving
solver settings from and to a file. To ameliorate this problem, pythNon makes some exceptions to
communicate directly with the lower layers; e.g., the GUI layer calls the Python Standard Library
layer directly to save or load solver settings to or from a file.
2.5

The pythNon GUI

The structure of the pythNon GUI includes four major components:
1. The Problem Editor is a text window that supports the process of defining the NAEs and the
initial iterate. This editor provides a template with instructions for defining both the NAE
and the initial iterate. It also provides some text editing facilities, such as syntax highlighting
and code folding, to aid in code development. We note that the user may create multiple
instances of the Problem Editor for defining different problems.
2. The Solver Editor supports the process of defining different variants of Newton’s method.
In this editor, the user specifies a pythNon controller that represents a variant of Newton’s
method. It has been designed to allow the user to conveniently prototype a potentially large
number of variants. The user may exploit the standard settings or specifically address each
step of a Newton variant in the Advanced Settings. The user may also specify the output of
the approximate solution and a reference solution for numerical comparison. These settings
may be stored to a file for future use.
3. The Controllers Window contains a list of pythNon controllers defined by the user. Figure 1
shows an instance of the Controllers Window. It has also been designed to efficiently handle
a potentially large number of controllers. The user may select a pythNon controller from
the list to view the settings of a Newton variant; e.g., Figure 1 shows the settings of a
Newton direct method with dense Jacobian. The user may add or remove any number of
pythNon controllers from the list. After defining and selecting a set of pythNon controllers,
the user may run the controllers for solving problems or stop the controllers during the solving
process. The Controllers Window also shows the current status of each pythNon controller,
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such as the elapsed time of the running pythNon controller or whether the pythNon controller
has terminated successfully.

Figure 1: An instance of the pythNon Controllers Window.

4. The Results Window shows the solution accuracy obtained and CPU time (in seconds) required by each pythNon controller on a given set of problems. Figure 2 shows an instance of
the Results Window. Again, the user may select a pythNon controller from the list to view
the settings of a Newton variant. These results may be saved for further analysis.
2.6

The pythNon Controller

The architecture of the pythNon controller adopts the repository model [20]. The main idea is that
a central data structure, which we call the Solver Dictionary, is created that stores all information
of a pythNon controller, and it defines a collection of independent modules. The Solver Dictionary
stores the information for a Newton variant and the Newton iteration, such as error tolerances and
residuals. Each independent module is responsible for acquiring data from the Solver Dictionary
module, processing the data, and updating the data to the Solver Dictionary module. These
independent modules are:
1. the Termination Criterion module, which defines the termination criterion of Newton’s
method and decides whether to stop the Newton iteration;
2. the Jacobian module, which provides the facilities to compute or approximate the Jacobian
or Jacobian-vector product;
3. the Linear Solver module, which contains a set of linear equations solvers to compute and
approximate the Newton direction d(n) ;
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Figure 2: An instance of the pythNon Results Window.

4. the Globalization Strategy module, which defines the globalization strategy so that Newton’s
method converges to a solution from an arbitrary initial guess (or terminates gracefully with
an appropriate error message);
5. the Input Parser module, which processes the input settings from a text file or GUI and
initializes the Solver Dictionary module; and
6. the Automated Test Suite module, which compares the solution from the Solver Dictionary
module with a reference solution for a suite of benchmark problems. The reference solution
may be given by the user or included as part of the test suite; see Section 2.2.
The repository approach is an efficient way to share large amounts of data. For example, there
is no need to pass a large solution vector from one module to another. This architecture is also
extensible. For example, one can easily add a preconditioner module to the pythNon controller
given that it acquires and updates information from and to the Solver Dictionary module. One
caveat of this approach is that it may be difficult to distribute the Solver Dictionary module over
a number of machines. However, it is possible to distribute a logically centralized repository over
a distributed environment [35] using a distributed memory paradigm [37], such as pyMPI [31].

3

Forcing Terms and the OZ Equation

In this section we demonstrate more advanced usage of pythNon by means of a basic investigation of
forcing-term strategies for the solution of the well-known Ornstein-Zernike (OZ) equations [29, 24].
All experiments reported were performed using an IBM System x3550 with two 3.00GHz Dual-Core
Intel Xeon processors and 2GB of RAM.
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We consider only the simplest isotropic form of the OZ equations, consisting of an integral
equation and an algebraic constraint for two unknown functions h = h(r) and c = c(r). The
integral equation is
F (h, c)(r) = h(r) − c(r) − ρ(h ∗ c)(r) = 0,
(5)
where

(h ∗ c)(r) =
The algebraic constraint is

Z

R3

c(kr − r0 k)h(kr0 k)dr0 .

G(h, c)(r) = e−βu(r)+h(r)−c(r) − h(r) − 1 = 0,

(6)

where u(r) = 4[( σr )12 − ( σr )6 ] is the Lennard–Jones potential, and ρ = 0.2,  = 0.1, β = 10, and
σ = 2.0 are given parameters [24]. The computational domain is truncated to r ∈ [0, R], where we
take R = 9 [24].
The convolution (h ∗ c)(r) is computed using one-dimensional numerical quadratures by means
of the spherical-Bessel transform,
Z ∞
sin(kr)
ĥ(k) := H(h(r))(k) = 4π
h(r)r 2 dr.
kr
0
The convolution (h ∗ c)(r) is then approximated by discretizing
(h ∗ c)(r) = H−1 ((ĥĉ)(k))(r)
{ri }N
i=1 ,

(7)
R
N −1 ,

on a uniform mesh with grid points r :=
ri = i∆r for i = 0, 1, 2, . . . , N , where ∆r =
and (ĥĉ)(k) is the pointwise product of functions. Defining vectors h, c, and u with components
hi = h(ri ), ci = c(ri ), and u(ri ), equations (5), (6) lead to the nonlinear system

 

h−c
ρ(h ∗ c)
= 0,
(8)
−
F(x) =
0
e−βu+h−c − h − 1
where x := (hT , cT )T ∈ R2N is the vector of unknowns, (h ∗ c) is the discretization of (7),
1 := (1, 1, . . . , 1)T ∈ RN , and componentwise interpretations are made where appropriate. We
refer to [25, 24] for complete implementational details.
We focus on approximating the solution to (5)–(6) by using Newton’s method with an iterative
solver (GMRES) with no preconditioner and (default) restart value of 40 to approximate the
solution to the linear system (3a) at each iteration. Accordingly, equations (3a) are relaxed to an
inexact Newton condition [14]
kLF (x(n) )k ≤ η (n) kF(x(n) )k,

where LF (x(n) ) := F(x(n) ) + JF (x(n) )d(n) is called the local linear model and η (n) is called the
forcing term. A direct or exact iterative solution of (3a) corresponds to η (n) ≡ 0. The motivation
behind the use of forcing terms is to solve less accurately for d(n) , especially when it may not be
reliable (e.g., x(n) is still far from converging); the pitfall of solving accurately for an unreliable
d(n) is known as oversolving. With an appropriate choice of η (n) , the overall efficiency of a Newton
variant to solve a given problem is improved. Moreover global convergence properties are also
enhanced. However, no foolproof strategy for choosing η (n) is known. Accordingly we demonstrate
the power and flexibility of pythNon by performing a study on the use of forcing terms. This is
similar to a very brief study in [24], in which two forcing-term strategies are compared. The study
presented here, although also brief, is more comprehensive, and it is also meant to illustrate the
ease of implementing such a study in pythNon.
The two most popular adaptive forcing-term strategies are due to Eisenstat and Walker [18].
In a nutshell, the forms of these strategies are
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1. Given η (0) ∈ [0, 1), set

kF(x(n) ) − LF (x(n−1) )k
,
kF(x(n−1) )k

(9a)

| kF(x(n) )k − kLF (x(n−1) )k |
.
kF(x(n−1) )k

(9b)

η (n) =
or
η (n) =

2. Given γ ∈ [0, 1], α ∈ (1, 2], and η (0) ∈ [0, 1) set
η

(n)

=γ



kF(x(n) )k
kF(x(n−1) )k

α

.

(10)

Briefly, the first strategy (9) considers the agreement between F(·) and its local linear model at
x(n) and allows d(n) to be relatively inaccurate when they disagree. The choice between (9a) and
(9b) is usually made based on the convenience of the calculation; often the numerator in (9a)
involves quantities that are difficult or expensive to compute. The second strategy (10) considers
(n)
the rate of reduction of kF(·)k between successive iterates;
may be solved
√ if this rate is large, d
for less accurately. The values γ ≥ 0.9 and α ≥ (1 + 5)/2 have been shown to be effective in
practice [18].
Table 3: CPU times and convergence behavior with τr = τa = 1 × 10−4 .
Variant
N = 129 257 513 1025 2049 4097 8193 16385 Avg
EW1
NI
13
12
12
12
12
12
12
12
12
η (0) = 0.9
LI 111
77
81
83
83
83
83
83
86
ηmax = 0.9
FE 141
98 102
104
104
104
104
104 108
CPU 0.2 0.2 0.2
0.3
0.5
1.3
4.4
10.1
2.1
EW1
NI
10
9
9
9
8
8
8
8
9
η (0) = 0.1
LI
90
76
80
88
83
83
83
83
83
ηmax = 0.1
FE 111
94
98
106
100
100
100
100 101
CPU 0.2 0.2 0.2
0.3
0.5
1.4
4.5
10.5
2.2
EW2
NI
9
8
8
8
8
8
8
8
8
η (0) = 0.1
LI
86
80
80
83
83
83
83
83
83
ηmax = 0.1
FE 106
97
97
100
100
100
100
100 100
CPU 0.2 0.2 0.2
0.3
0.5
1.3
4.5
13.6
2.6
η ≡ 0.1
NI
10
9
9
9
9
9
8
8
9
LI 100
88
87
94
98
97
83
83
91
FE 121 106 105
112
116
115
100
100 109
CPU 0.2 0.2 0.2
0.3
0.6
1.4
4.5
13.3
2.6
In practice, these strategies are combined with safeguards to prevent η (n) from becoming too
small too quickly [18]. The first strategy uses the safeguard
α
α o

n

if η (n−1) > 0.1;
(11)
η (n) = max η (n) , η (n−1)

the second strategy uses the safeguard
α o
n

η (n) = max η (n) , γ η (n−1)

α

if γ η (n−1) > 0.1.

(12)
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Table 4: CPU times
Variant
N = 129
EW1
NI
15
η (0) = 0.9
LI 152
ηmax = 0.9
FE 184
CPU 0.3
EW1
NI
11
η (0) = 0.1
LI 125
ηmax = 0.1
FE 147
CPU 0.3
EW2
NI
11
η (0) = 0.1
LI 127
ηmax = 0.1
FE 149
CPU 0.3
η ≡ 0.1
NI
13
LI 158
FE 182
CPU 0.3

and convergence behavior with τr = τa = 1 × 10−8 .
257 513 1025 2049 4097 8193 16385 Avg
14
14
14
14
14
14
14
14
117 129
128
129
129
129
129 130
140 152
151
152
152
152
152 154
0.3 0.4
0.5
0.9
2.2 10.9
36.6
6.5
10
10
10
10
10
10
10
10
114 114
123
115
115
115
115 117
133 133
142
134
134
134
134 136
0.3 0.3
0.5
0.8
2.0
8.7
35.9
6.1
9
9
9
10
10
10
10
10
115 109
112
119
116
116
116 116
133 127
130
138
135
135
135 136
0.3 0.3
0.4
0.8
2.3
8.5
36.2
6.1
13
12
12
12
12
12
12
12
164 145
147
156
150
152
152 153
186 166
168
177
171
173
173 175
0.4 0.4
0.6
0.9
2.3 12.3
40.0
7.1

We ran a set of experiments to solve (8) using 2 different approaches to solve (3a), 2 different
tolerances, a range of problem sizes m = 2N , and a number of forcing-term strategies, both adaptive
and non-adaptive. In all the experiments, we started with initial iterate x (0) = 0. We denote the
desired solution by x∗ ; see also [24]. During these experiments, we noticed convergence to two
other solutions of (8). It is also possible for a given variant to compute more than one solution as
N is varied. Results for all variants and mesh sizes described were produced by pythNon, but we
report here only those for which convergence to the desired solution x∗ was obtained.
Tables 3 and 4 list some statistics of the computations required for convergence: the number of
nonlinear iterations (NI), linear iterations (LI), function evaluations (FE), and CPU times (CPU),
taken as the minimum of 3 runs. We deem a Newton iteration to have converged if the following
default convergence criterion is satisfied [24]:
kF(x(n) )k2 ≤ τr kF(x(0) )k2 + τa ,

(13)

where τr , τa are user-defined relative and absolute tolerances. Tables 3 and 4 contain the results
for τr = τa set to 1 × 10−4 and 1 × 10−8 , respectively. Mesh sizes N range from 129 to 16385.
The first variant attempted was a Newton method with a direct linear system solver; it solves
(3a) using LU decomposition combined with Shamanskii’s method for updating the Jacobian [34,
24]. This variant never converged to x∗ , and moreover for N > 2049, the problem required more
memory than was available. The remaining variants were all based on the GMRES iterative
solver, and their descriptions are given in terms of their forcing-term strategies. We refer to the
forcing-term strategies (9b) and (10) with their corresponding safeguards (11) and (12) as EW1
and EW2 respectively. The choice of (9b) was made because kLF (x(n−1) )k is available from the
linear solver, and hence it is less computationally expensive than (9a). The strategies are then
completely specified by their starting values η (0) and maximum allowable values ηmax . We tested
the cases η ≡ 0, η (0) = ηmax = 0.9, η ≡ 0.9, η (0) = ηmax = 0.1, and {η (0) = 0.1, ηmax = 0.9}. The
case η ≡ 0 corresponds to a more memory-efficient version of the Newton direct variant. Indeed
this variant was able to find a solution for all mesh sizes listed, and moreover it was generally much
more efficient than the Newton direct variant. In [24], a brief comparison of forcing-term strategies
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was made using only EW2 and constant forcing terms.
Taking into account the data for runs not reported because they did not converge or converged
to an undesired solution, some conclusions we can draw from this set of experiments include:
1. The forcing-term strategy EW1 was more successful than EW2 in terms of getting the desired
solution for this problem with the given initial guess.
2. When converging to the desired solution, the forcing-term strategy EW1 was generally more
efficient than EW2 or a constant forcing-term for this problem with the given initial guess.
Finally these experiments also illustrate that changing the forcing-term strategy, η (0) , and/or ηmax
can be viewed as an alternative to changing the value of the initial iterate x (0) in order to achieve
convergence to a different solution. This may not have been obvious to the non-specialist.

Acknowledgment
The authors wish to thank the editor and the referees for their careful reading of the manuscript
and their comments and suggestions.

References
[1] J. J. Alonso, P. LeGresley, E. van der Weide, J. R. R. A. Martins, and J. J.
Reuther, pyMDO: A framework for high-fidelity multi-disciplinary optimization, in Proceedings of the 10th AIAA/ISSMO Multidisciplinary Analysis and Optimization Conference,
no. 4480 in AIAA 2004, Albany, NY, AUG 2004.
[2] H.-B. An, Z.-Y. Mo, and X.-P. Liu, A choice of forcing terms in inexact Newton method,
Journal of Computational and Applied Mathematics, 200 (2007), pp. 47–60.
[3] U. M. Ascher, R. M. M. Mattheij, and R. D. Russell, Numerical solution of boundary
value problems for ordinary differential equations, vol. 13 of Classics in Applied Mathematics,
Society for Industrial and Applied Mathematics (SIAM), Philadelphia, PA, 1995. Corrected
reprint of the 1988 original.
[4] U. M. Ascher and L. R. Petzold, Computer methods for ordinary differential equations
and differential-algebraic equations, Society for Industrial and Applied Mathematics (SIAM),
Philadelphia, PA, 1998.
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